
Scalable MAS-Based Control Systems
Using QoS-Adaptive Coordination Artifacts

Sarah Siracuse, John Zinky, Richard Shapiro, Todd Wright
BBN Technologies

ssiracus@bbn.com, jzinky@bbn.com, rshapiro@bbn.com, twright@bbn.com

Abstract

Coordination Artifacts are first-class software
entities that encapsulate an abstract communication
pattern either among Agents or between an Agent and its
environment. By separating Coordination Artifacts from
Agents in a Multi-Agent System (MAS), both
implementations are simplified: Coordination Artifacts
become an ideal means for dealing with systemic issues,
while the remaining Agent code can focus solely on the
application domain logic. Specialized Coordination
Artifacts can potentially adjust their behavior to meet
changing Quality of Service (QoS) requirements, making
them excellent candidates to apply to the problem of
managing and administering large-scale, physical
systems. Using previous research experience in the
Ultralog project for providing robust large-scale agent
systems, we investigate implementing QoS-adaptation
techniques as Coordination Artifacts. In this paper, we
present a design for such QoS-adaptive Coordination
Artifacts implemented using the Cougaar agent
middleware, and show how such structures can combine
to form a robust MAS-based control system.

1. Introduction
Coordination Artifacts are first-class entities that

encapsulate an abstract communication pattern either
among Agents or between an Agent and its environment.
They are designed to separate communication mechanisms
from the domain-specific work of any given Agent[1,2].
Coordination Artifacts encapsulate communication
patterns and provide a clear locus for dealing with
systemic issues such as survivability, robustness,
performance, and security.

In particular, a Coordination Artifact’s inherent
properties (specialization, encapsulation, malleability, and
controllability [3]) provide the necessary support for
handling adaptation to changes in environment. A
Coordination Artifact is said to be QoS-adaptive, when it
dynamically changes its behavior to meet new QoS-
requirements or to overcome additional constraints from
the underlying resources. Using QoS-adaptive
Coordination Artifacts for inter-agent communications
greatly simplifies Agents, because Agents do not have to
work around system issues, and can concentrate therefore
on application domain processing. [4]

In previous research under the UltraLog project [5],
which comprised of building large distributed logistics

systems using the Cougaar agent middleware[6], many
subsystems were developed for managing the security and
robustness of over 1000 agents running on over 100
hosts. In such subsystems, inter-agent coordination and
fault-tolerant control of data was critical. The subsystems
themselves were implemented using agent societies that
added a layer of monitoring and control agents to manage
the agent infrastructure. This approach proved successful,
with societies surviving 45% infrastructure loss while
still remaining operational. [7]

In this paper we describe the extraction of the desired
components of UltraLog, which offer QoS-adaptive
features, into a formalism of a Coordination Artifact, and
we use the Cougaar infrastructure to illustrate a working
implementation of these Coordination Artifacts. We show
how these Coordination Artifacts can adjust their behavior
dynamically to meet changing QoS requirements within
the constraints of the available resources, and we show
how such a component is beneficial for building a
scalable control system capable of managing real systems.

The remainder of this paper is outlined as follows:
Section 2 provides a brief summary of coordinated agent
communication and describes the need for a MAS-based
control system. Section 3 discusses the inclusion of
Coordination Artifacts in a scalable control system.
Section 4 describes the definition of a Coordination
Artifact, augmented by our extensions to its generic
design. Section 4.1 presents a useful duality of
coordination rules used both in Coordination Artifacts
and Agents. Sections 5-6 describe existing QoS-related
research and components that support Coordination
Artifact construction. Section 7 looks at Coordination
Artifacts from a life-cycle perspective. Section 8 discusses
the use of Coordination Artifacts as a unifying interface to
the environment. Section 9 provides a working example
of inter-agent coordination and shows the need for QoS-
adaptation.

2. Coordination in MAS
Two complementary forms of coordination exist in

predominant multi-agent systems (MAS): subjective and
objective[1, 8]. In subjective coordination, agents directly
observe the behavior of other agents and form their own
policies of communication. The Foundation for
Intelligent Physical Agents (FIPA) Agent Control
Language (ACL) [9] is an example. In objective
coordination, agents observe the behavior of the working



environment in which agents exist, not (directly) the
behavior of other Agents themselves [10].

Both the subjective and objective communication
models are supported in agent systems, but the question
of which one to use in any particular MAS context is an
engineering decision that is based on the size,
performance requirements, and resource limitations of the
particular system. When an agent society is run in an
environment that is well behaved, and constraints upon
resources is not an issue, the burden of recovering from
communication errors is negligible, and the agents can
exploit the tight coordination offered by message passing.
Subjective coordination is therefore a good choice.
Conversely, when the underlying physical environment is
not dependable, objective coordination is desirable for
several reasons: (i) Agent implementations can be
simplified, (ii) recovery mechanisms can be modularized
and reused, and (iii) existing QoS-Adaptive mechanisms
can be used to implement and improve mediated
communications. In short, subjective coordination is
appropriate for single-host or Local Area Network (LAN)
implementations of MAS, and objective coordination is
appropriate for chaotic environments such as are typically
found in Wide Area Networks (WANs).

3. MAS-base Control Systems and
Coordination Artifacts

Coordination Artifacts implement objective
coordinat ion by encapsulating agent-to-agent
communication and interfacing the underlying physical
environment in a structured, defined protocol. Given that
Coordination Artifacts can be designed and engineered for
each specific interaction-scenario, and that artifacts have
the potential for dynamic adaptation and responsiveness
to environmental complexities [3], they exhibit the
properties needed to construct control societies for a
physical environment. In some existing agent systems,
control is comprised of a layer of specialized agents. We
will call a society of agents that monitors and controls a
physical environment a MAS-based control system. The
physical environment can be a classic embedded control
system, such as one used on a manufacturing floor. But
more likely a MAS-based control system will be used in
a more dynamic environment, such as for inventory of a
logistics system [5] or for controlling pools of computer
and network resources.

Figure 1 shows a typical MAS-based monitor and
control system. A typical controller agent is
communicating with many types of agents, each using a
different type of coordination. The relative roles that
agents play is long-lived, and there is a constant stream of
information flowing among agents. Also, these kinds of
control systems are designed to give advice and are not
part of the environment under control. This means that if
they fail the environment will continue to function, albeit
without the benefit of the advice given by the control
system.
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Figure 1: MAS-based Monitor and Control System

In previous work done under Ultralog [5, 7], a system
which added survivability capabilities to a large Agent-
based logistics application, the control of the society was
managed by specialized agents, i.e., manager, sensor,
actuator, and peer agents. These agents were partitioned
logically into groups (in Ultralog, communities), which
encapsulated control for the various added systemic
features, such as security, robustness, load balancing, etc.
Each subsystem essentially formed a different control
system: Sensor agents integrated sensor data. Manager
agents assessed the sensor data and used some policy to
decide what action to take. Actuator agents executed these
actions. This level of control was mostly ad hoc,
implemented in the agents themselves, employing little
reuse of code, and hence there were many re-
implementations of the same kind of coordinations.

Coordination among agents in this type of control
society has soft real-time requirements, and must be
robust in the face of failures and overload. Both the
algorithms used by the controlling agents and the inter-
agent coordination must be tolerant of missing, delayed,
and inconsistent information. An agent must be aware of
the quality of the data it receives, and it must use
algorithms that tolerate lapses in data quality. But in
truly nonspecific agent systems, agents will not know the
mechanisms for filtering data from one agent to another.
Coordination Artifacts however, are ideal for this job.

In a control system using Coordination Artifacts there
is a trade-off between the desire for all data to arrive
perfectly, with the reality that some data will arrive that
does not meet the real-time requirements. To make this
trade-off, the Coordination Artifacts need to be aware of
QoS requirements from the client agents and resource
limitations from the underlying environment. The
Coordination Artifact can then perform optimization
algorithms to either shed unimportant work or to move
the workload to non-bottleneck resources.

It is important to note however that while
Coordination Artifacts are ideal for scalable control-MAS,
they may not be useful in other contexts. The design of
Coordination Artifacts implies a certain overhead in the
creation of the Artifacts and the setup of RolePlayer
connections. For coordinations that are long-lived, this
overhead is, in a relative sense, negligible. But for
coordinations that are specifically intended to be short-



lived, for instance in Web Services, the relative overhead
is considerable, and the benefits of the Artifact approach
are likely to be too limited to counteract the cost.

4. Definition of the Coordination Artifact
To understand why Coordination Artifacts make such

good candidates for MAS management, it helps to know
their makeup. Coordination Artifacts are infrastructure
abstractions that support Objective communications. As
described in existing literature, Coordination Artifacts
have these key features: specialization, encapsulation,
malleability, and controllability; properties that are
foreign (and sometimes contrary) to agents. [3]
Coordination Artifacts are therefore first-class entities in
the system on a par with agents.

In the basic model, a Coordination Artifact is
characterized by having (i) a set of interfaces which can be
accessed by Agents (ii) a local shared state between the
Coordination Artifact and an Agent (iii) a coordination
behavior specification, in which to describe the artifact’s
formal behavior. [3] Figure 2 illustrates the structure of a
Coordination Artifact.
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Figure 2: Coordination Artifact Characteristics

We extend this model slightly by assuming that
Coordination Artifacts explicitly define a set Roles, where
a Role is simply a well-defined interface to the Artifact.
The notion of a Role makes the abstract conception of
“operating instructions” more concrete: a client of a
Coordination Artifact always plays a specific Role relative
to that Artifact, which the client indicates when it binds
to the Artifact. Each Role in any given Artifact can
potentially be played by any number of clients. With this
extension, the behavior of a Coordination Artifact can be
described as actions affecting the shared state among its
Roles.

The primary advantage of treating Coordination
Artifacts as first-class entities is that the instances provide
an ideal site for dealing with systemic issues in
communications. Extending Coordination Artifacts to
make them QoS-adaptive enables them to react to the
constraints imposed by the physical environment. This
may require specializing a generic coordination pattern
into a customized component. This context-specific
Coordination Artifact uses specialized knowledge about
the expected coordination behavior and run-time
knowledge about the resource constraints to pick the best
implementation strategy to meet the situation.

In general, Coordination Artifacts are designed to
operate across Agents to handle a specific systemic
concern. This is analogous to a cross-cut in Aspect
Oriented Programming. Just as an Aspect cross-cuts the
dominant Object Oriented decomposition, so an Artifact
cross-cuts the Agent  “decomposition” of a multi-agent
society. The resulting advantages are likewise analogous
to the advantages of dealing with system issues via
AOP[11].

An agent can use Coordination Artifacts to interact
with other agents or with the environment itself (Figure
3.). As such, the agent becomes a hub of activity for
processing information presented to and extracted from
Coordination Artifacts. The agent does not have to worry
about the mechanics of coordination, allowing it to
concentrate on its domain processing. The
implementation of Coordination Artifacts is described in
more detail in a companion paper.[12].

Server
CA

Client
CA

Sensor
Coordination

Inter-Agent
Coordination

Agent

Physical
Environment

Non-Agent Systems

Other
Agents

Persisted Storage

Figure 3 Agent Processing Data from Coordination Artifacts

4.1 Dual Nature of Coordination Rules
The introduction of Coordination Artifacts creates a

duality within the society (Figure 4). Once the Artifact’s
coordination logic is abstracted from the Agent code, the
Agent’s business/domain logic can also be described as
actions affecting the shared state among its Roles. In this
case, Roles are played by Agents in each of the Artifacts
to which they are connected. We refer to this abstract
behavior as Coordination Rules. Both Coordination
Artifacts and Agents therefore contain behavior that can be
represented in Coordination Rules.
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Figure 4: Coordination across Agents and CAs

The coordinating logic of an abstract set of
Coordination Rules primarily involves dependencies
between Roles and actions to be taken when particular
collections of dependencies are active at any given time.
Declarative rule languages are ideally suited to this form
of expression. The use of a rule language has several



advantages. First and foremost, rules expose the logical
dependency structure much more clearly than a procedural
language. They present sets of dependencies together
instead of distributing them through procedural (if/then)
statements. Rules can also be modeled formally, analyzed
offline, and used to generate efficient runtime code. [13]

While a collection of rules can do a good job at
expressing coordination logic, rules are not well suited to
complex data processing, which is a significant part of an
Agent’s workload as well. A selected rule language must
therefore interoperate easily with whichever conventional
programming language is used for the raw processing. In
the case of Cougaar, the rule language must be callable
from and able to call into Java. In our prototype
implementation, we use Jess [14] as our Coordination
Rule language. In principle however, any suitable rule
language would work.

So far we have emphasized the structural similarities
between  two kinds of Coordination Rules, but there are
important differences in the implementations. An Agent
is a locally self-contained object. It might have to do
arbitrarily complex domain processing, but all of this
processing is co-resident. Agents do not, in general, have
to worry about QoS requirements and other systemic
issues, for their internal data processing. Conversely,
Coordination Artifacts are distributed entities. Data
processing in a Coordination Artifact is relatively simple,
as such processing deals almost exclusively with data
transfer and translation, but this processing is also heavily
affected by systemic issues. The ability to adapt to
changes in QoS requirements becomes increasingly
important, not only to the effectiveness of the Artifact,
but to its performance as the society scales to hundreds or
thousands of Agents.

5. Existing Cougaar Infrastructure
Taking a step sideways, this section reviews the parts

of the Cougaar middleware that we use in the construction
of Coordination Artifacts, specifically those features that
support QoS-adaptation. Cougaar itself is component-
based middleware closely modeled on Java Beans Bean
Context API[15]. It supports Service Oriented
Architecture (SOA).

Cougaar has been used in the construction of large-
scale distributed agent-based systems. [6, 16, 5] Cougaar
provides a comprehensive infrastructure for developing
robust societies of distributed agents, with support for
security and scalability built in. Cougaar has several
kinds of components that are useful building blocks for
Coordination Artifacts. Blackboard-based data
representation and message routers are two examples of
such useful existing components[11].

Cougaar agents communicate via a publish-and-
subscribe mechanism, implemented in each agent as a
membership-transactional blackboard with predicate-
based, publish/subscribe semantics. Logically, the
blackboard is an arbitrary collection of objects.
Communication Plugins called Logic Providers subscribe

to the blackboard and look for objects that should be
transferred to other agent’s blackboards. Logic Providers
come in many types, each with domain-specific behavior
for moving objects between blackboards. For example, a
simple relay Logic Provider might merely copy an object
to all agents in a pre-defined community.

Logic providers use a Cougaar service called Message
Transport Service (MTS) to send messages between
agents[16]. The MTS is the core communication
mechanism, and the above-mentioned Logic Providers use
the MTS as a reliable means of message transport. A
Metrics Service monitors the underlying computer,
storage, and communication resources. For example,
when special network management support is available,
the Metrics Service can determine whether a
communication path is available to a remote agent
without sending test messages. The MTS can adjust the
behavior of its protocols based on the resource constraints
exposed by the Metrics Service, but this is not dynamic,
and the initiation of this action is done by Agent code
that queries the Metrics Service.

Figure 5 shows how Plugins can be composed into an
ad hoc Coordination Artifact using these mechanisms.
The blackboard acts as a “pool of facts” for each Role.
Blackboard objects can be tagged with a Role and a
community. This effectively partitions the blackboard
into pools associated with each logical Coordination
Artifact. The Plugins convert the underlying infrastructure
components from an SOA model into a blackboard
model. The infrastructure components interface to the
non-agent system, the physical environment, or other
agents. These components form a kind of connectionless
Coordination Artifact, since they can be generated and
removed dynamically, and they are not explicitly named.
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Figure 5: Cougaar Component Model

QoS-adaptation happens at each component layer in
Cougaar. For example, a blackboard object can be tagged
with a QoS requirement for a time to live. If a Logic
Provider cannot send a message to the remote agent in
time the object is removed from the blackboard and the
message is flushed from the MTS. The Cougaar
infrastructure also specializes individual components to
help implement QoS-adaptation. Some common
examples follow.



The Cougaar Service Discovery mechanism is a
mechanism for finding an agent that offers a service.
Through service discovery other services can be contracted
upon the request of any agent with access to the service.
The distributed Yellow Pages Service (YP) in Cougaar
helps to prevent bottlenecks and to balance workload. An
agent’s information can be contained in multiple YP
Servers for retrieval later. A Metrics Service provides
information regarding resource consumption and
performance measures[16, 17]. The Metrics Service
especially provides necessary systemic information, which
can be used by the sensors in a QoS-adaptive
Coordination Artifact, potentially initiating informed
control over its data[16].

These existing QoS components in Cougaar support
an ad-hoc implementation of a Coordination Artifact, and
the construction of an effective MAS-based control
system. In previous testing in the Ultralog [5] system,
large-scale control societies were created from the same
Cougaar infrastructure components. They effectively
managed the security and robustness of a large distributed
logistics application: a system with over 1000 agents
running on over 100 hosts. One of the tests on the system
involved removing 45% of computer and networking
resources. Despite this loss the control agents built from
Cougaar components were able to resurrect the failed
logistics society agents, and the society continued to
process the application. Part of the success of creating a
robust logistics society was due to the use of the
distributed blackboard for communication among
agents[7]. Cougaar does not, however, directly support
the use of Coordination Artifacts. In the next section we
will discuss the necessary additions to Cougaar to support
Coordination Artifact construction and use.

6. Implementing the Artifacts
In the previous section we looked at some parts of

Cougaar that could be assembled in an ad hoc way into
Coordination Artifacts. Of course Artifacts constructed in
this way are not first-class entities and do not realize all
the potential that Artifacts have.

To implement true Coordination Artifacts as a new
layer of the Cougaar middleware turns out to be a
surprisingly simple procedure. The architecture needs to
touch the Cougaar infrastructure only at two points: the
Coordination Artifact Broker needs to be registered as an
Cougaar component service; and the Facets of each
Artifact need to translate between Blackboard objects and
Rule-engine objects (Facts) in a coherent way (Figure 6).
The first point is obviously trivial. The second is at the
heart of how Artifacts work in Cougaar: in a very real
sense, the procedural code implementing the Facet classes
for any given Artifact is all the Java code an Artifact
developer needs to write (keeping in mind that the logic
of the coordination itself is expressed in a rule language
like Jess [14]).
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Figure 6: New and Existing Layers in Cougaar

To support this form of development, Role Player
entities, which in Cougaar are typically Plugins, use a
formulaic body of code for each blackboard execution
cycle: 1) Allow each Facet (through its corresponding
Receptacle) to deal with changes to the Blackboard (this
would typically result in corresponding fact changes); 2)
Run the rule engine (this could result in changes to
another Player’s blackboard); 3) Allow each Facet
(through its Receptacle) to deal with new state of the fact
set.

It’s important to keep in mind that an Artifact instance
is inherently a distributed object. A single conceptual
Artifact is implemented as a collection of Java instances,
one for each Agent that plays a Role in it. This collection
of Java instances is loosely coupled through Facets,
which are in turn are loosely coupled through a
blackboard data-translation structure in Cougaar called
Relays.

Inheritance of Coordination Artifact classes introduces
some new wrinkles of two general sorts: inheritance of
procedural code (Facet implementations in particular) and
inheritance of rules. In general, the hierarchy of
Coordination Artifact kinds has to be mirrored by a
similar hierarchy of Facet kinds, though not all Artifact
layers will introduce new Facet classes for every Role.
Although somewhat inelegant, this has presented no
conceptual difficulties. In possible future developments
we will look into generating skeleton code here.

7. Life-Cycle Support for QoS-adaptation
In addition to structurally significant QoS

components, Coordination Artifacts present inherent QoS
features in their life-cycle, more specifically at these
stages: specification, implementation, construction, Role-
binding, invocation, Role-unbinding, and destruction.

Specification time: In our architecture the specification
of an Artifact consists of its Roles and its identifying
parameters. Roles are concerned with the underlying logic
of the coordination. Parameters are, in a general way,
concerned with distinguishing any pair of Artifacts of the
same kind. Parameters are a natural place to specify
dynamically-determined QoS requirements. At Role-
binding time, the Artifact Provider can then use these



requirements to construct a suitably configured Artifact
instance (future work).

Implementation time: The bulk of the implementation
of a Coordination Artifact type consists of two parts. The
coordination logic is implemented in a Rule language,
e.g., Jess. This describes the relationships between the
Artifact’s Roles. The interface to the Cougaar
infrastructure is implemented in Java in the Facet code,
and is generally concerned with the translation between
blackboard objects and Jess Facts. In future work, Facet
code might be partially generated from an abstract
specification, something like the way the CORBA IDL
compiler generates stubs and skeletons from abstract
interface descriptions.

The core implementation of the Coordination Artifact
class itself is generally very simple: it merely needs to
create the right sort of Facet for each Role. The
implementation of the Coordination Artifact Provider is
the piece in which support for QoS adaptation re-emerges.
One of the key features of QoS-adaptive code is the
existence of multiple ways of doing a task, with each
having different resource requirements and QoS
properties. The Provider must add code for selecting the
best choice based on the state of the underlying resources.

Construction time: Coordination Artifact Providers are
created in two ways. Some Coordination Artifacts are
loaded as Plugins and are therefore created in the same as
any other Plugins. In addition, some of the standard
system/environment Artifact Providers are created as part
of the Artifact Broker, and can therefore be assumed to be
always available. In either case, when a Provider is created
it must register itself with the Broker.

Role-binding time: Agents must find a Coordination
Artifact and bind to a Role. During binding, the given
Artifact Provider must find or make an Artifact matching
the given QoS-requirements. Once a suitable
Coordination Artifact exists it binds a Facet/Receptacle
pair of the right kind to the requesting Role player. At
this point the connection between the Artifact and the
client is visible from two perspectives: the Facet
represents the Artifact’s perspective on the client, and the
Receptacle represents the client’s perspective on the
Artifact. This connection point allows Facts to pass
between the Artifact and the client, and gives the Artifact
limited access to the client’s blackboard and rule engine.

Invocation time: Once binding is in place the agent
interacts with the Coordination Artifact by asserting and
retracting facts for its Role, and by executing Facet
methods (through the Receptacle) in a blackboard
transaction. Support for QoS adaptation can also come
into play here by encoding QoS requirements (for
example time-to-live) in a fact’s slots. The Coordination
Artifacts can use these QoS requirements to make tradeoff
decisions for transferring facts between Roles. Groups of
facts can be added in a transaction to maintain
consistency or to help bundle facts for efficient transfer.
High-level services can also be performed when facts are
inserted. For example, facts can be translated to a different

ontology or data structure based on their destination Role.
Finally, if a remote agent fails the Coordination Artifact
must reconcile the loss of a Role with the other agents.

Role-Unbinding time: When an agent no longer needs
to play a Role it can unbind itself from the Coordination
Artifact. In that case the Role’s fact-base is removed from
the agent blackboard. Unbinding may also cause facts to
be changed or removed in other Roles’ rule engines.

Destruction time: When all agent Roles been have
unbound the Coordination Artifact should be removed
from the society.

8 Coordination Artifacts as a Unifying
Interface to the Environment

Interaction with the physical environment is a job
traditional agent middlewares have left to the agents
themselves, making the workload of these agents
potentially cumbersome. To alleviate this burden
Coordination Artifacts can, not only perform mediation
between agents, but interface to the underlying physical
environment. A physical system may have existing code
libraries that gives access to some feature of the physical
environment. When the library is implemented using a
component-based system such as Java Beans [15], the
services are managed through the use of a Service
Oriented Architecture (SOA). While the SOA approach
offers an advantage over traditional language-based
libraries, the services are often still too low-level to be
used effectively by agents, for example because of
threading issues involving synchronous calls versus
asynchronous callbacks. Therefore an additional layer is
needed to convert from SOA services to the software style
used to implement the agent, such as a blackboard
interface. The interface to the physical environment is
easily encapsulated via Coordination Artifacts, and
consists of three layers: the physical environment itself,
the existing interface libraries, and the infrastructure
“glue”. Figure 7 shows how Coordination Artifacts can be
implemented to interface between various kinds of
external environments.
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Some examples of physical-layer services that are
relevant to QoS-adaptation are: setting Diffserv code
points to increase the predictability of communication;
interfacing to network management systems (e.g., HP
OpenView) to get resource configurations; and reserving
time slices on real-time hosts.

9. Barrier Synchronization Example
To reiterate, a Coordination Artifact is QoS-adaptive if

it dynamically chooses appropriate behavior to meet the
changing situation. The following example illustrates the
scaling issues involved with coordinating a society of
agents with Coordination Artifacts. It also shows that the
performance of a Coordination Artifact can be tuned to
match the usage pattern of the coordination with the
underlying resource structure. A Coordination Artifact can
have alternate implementations, each with its own
performance characteristics for different situations. Our
example also shows the potential benefit of having QoS-
adaptive Coordination Artifacts. Since they can
potentially change their configuration to overcome
changing resource requirements, they offer an ideal site to
do this, where it was lacking in traditional layered agent
systems. The experiment shows that one society layout
does not work best for all resource configurations; hence
adapting the Coordination Artifact behavior at runtime is
necessary to achieve the best performance.

A common kind of coordination in distributed
systems is barrier synchronization. In barrier
synchronization the overall system executes in phases,
wherein subsystems must complete their tasks before the
system can progress to the next phase. To achieve
coordination the master process sends out a tick to all the
slave processes. The slaves perform their tasks for the tick
and report back when they are done. The master sends the
next tick as soon as all the slaves have reported back. So
while the system is allowed to work in parallel, the
length of a tick is determined by the worst-case response
time of the slaves. For this experiment, the slaves had no
work and reported back instantly. So this experiment
shows the overhead due to the coordination process alone,
because there is no other processing by the slaves.
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Figure 8: Barrier Synchronization Society Topologies

Agents in the experiment society play various roles.
The master agent sends the ticks. Slave agents report back
immediately and do no other processing. Transfer agents
are slaves to a higher layer of coordination, and are
masters to a lower layer of coordination. For the
experiment, a society of 31 agents was configured into
three topologies (Figure 8). F l a t  topology had 1
coordination process with 31 slaves. Tree topology had
15 coordination processes, each with 2 slaves. The
coordinations were in 4 layers. Chain topology had 31
coordinations each with 1 slave. The coordinations were
in 31 layers.

The various societies were run on four hardware
configurations (Figure 9). The Single Processor
configuration consisted of a 2.8-Ghz Linux host with the
agents running in the same Java VM. Dual Processor
consisted of a 2-processor, 2-Ghz Mac with OSX, with
the agents running on the same JAVA VM. Low Speed
Slave had 31 hosts (3.2-Ghz dual processors), 30 of which
were connected via a high-speed LAN (100Mbps), with
one host separated by a router network with a 2-Mbps
link. A Master agent was put on a host on the LAN. Low
Speed Master consisted of the same hardware as Low
Speed Slave, but the Master agent was put on a remote
Host, thus the low-speed line delayed all the messages
from the Master.  
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Figure 9:  Four Hardware Resource Configuration

The performance results from the various configurations
are summarized in Table 1. Several observation can be
made about the results. First, notice that the performance
varies by a factor of 58 (from 35 to 0.6 ticks/second.)
Second, the coordination is network limited, because the
single host cases ran faster than the 31 host cases. This is
expected because Cougaar can send over 1000 inter-agent
messages per second when messages are on the same host,
but only 200 messages per second between hosts. Third,
the single processor outperforms the dual processor when
the topology is not parallel. For example, compare the
performance of the chain topology (no parallelism) with
that of the flat topology (lots of parallelism). Forth, the
Low Speed Master with the flat topology was the worst
case, even worse than the chain. This is because the low-
speed link experienced congestion collapse when all the
master’s messages were sent at the same time. This
caused TCP packets to be dropped and caused some of the
inter-agent TCP sessions to back off. Because
coordination is limited by the worst-case response time
for all the slaves, one bad TCP session delays the whole



coordination. Finally, the location of the low-bandwidth
link had little or no effect on the performance of the tree
and chain topologies.

Flat Tree Chain
Single Processor (2.8Ghz) 27 25 17
Dual Processor (2 @ 2Ghz) 35 22 13
Low Speed Slave 6.1 2.5 0.8
Low Speed Master 0.6* 2.5 0.8

Table 1: Barrier Synchronization Performance (Ticks/Second)

The major conclusion we can draw from this
experiment is that there is a potential benefit to matching
the configuration of coordination to the underlying
topology. While currently the configuration must be
tuned at society lay-down time, in the future we plan to
support dynamic configurations of Coordination Artifacts.

10. Conclusions
The structure of Agent interaction in a Multi-Agent

Society can be understood as a set of relationships among
Roles played by each Agent. By organizing corresponding
sets of Roles into first-class objects, i.e., into
Coordination Artifacts, the design of both Agents and the
communication between them, as represented by those
Artifacts, can be simplified. The resulting Artifacts
provide an ideal place for handling systemic issues,
including dynamic adaptation to changes in Quality of
Service (QoS), and can be constructed to form effective
control planes in large Multi-Agent Systems.
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